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Abstract
Feature relevance for stroke risk is usually judged with crisp statistics or post-hoc model
explanations, neither of which describes a risk factor in the graded, linguistic terms clinicians
use. This study ranks the candidate features of a public, de-identified stroke dataset (5,109
patients, 4.87% with stroke) with a fuzzy soft set discrimination score (FSDS), which sums
the absolute differences between the mean Low, Medium and High memberships of stroke
and non-stroke patients. The score is shown to be twice the total variation distance between
the two classes’ term distributions, which puts continuous and binary features on one scale;
for a binary feature it is twice the difference in prevalence. Because crude scores mix risk
factors with proxies for age, an age-adjusted score is introduced, computed within age strata
and tested by permutation within strata. Without adjustment, “ever married” ranked second
and “work type: children” sixth; after adjustment both lost significance (q = 0.16 and 0.84),
and only average glucose level, hypertension, BMI and heart disease remained significant
beside age (q ≤ 0.048). In ten repetitions of five-fold cross-validation, with ranking repeated
inside every training fold, the top eight FSDS features matched the full feature set and
ANOVA, chi-square and mutual-information selection (logistic regression ROC-AUC 0.840
against 0.838–0.841; corrected resampled t-test, all p > 0.4). With class weighting, balanced
random forests or SMOTE, recall was 42%–80%. FSDS selections were less stable than
ANOVA selections in small samples. The contribution is interpretability and confound
control, not higher accuracy.
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1. Introduction
Stroke is the second leading cause of death and a leading cause of disability worldwide [1,2].
Its main modifiable risk factors (raised blood pressure, raised blood glucose, high body-mass
index and heart disease) are well established, and age is its strongest non-modifiable risk
factor [1]. Machine-learning studies of stroke risk on public electronic health record (EHR)
extracts report high accuracy with boosting or stacking ensembles, often explained after
training with SHAP or LIME [3–6]. In these studies the relevance of a feature is a crisp
statistic or an attribution to a fitted model. Neither says, in the terms a clinician would use,
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how the distribution of a risk factor differs between patients who had a stroke and those who
did not.

Fuzzy soft sets [7–9] can express such statements directly: each attribute is described by
linguistic terms such as Low, Medium and High, and every patient belongs to each term to a
degree between 0 and 1. Fuzzy soft sets have a long record in medical decision-making
[10,11], but a recent review [12] lists no use for feature selection and none for stroke. Fuzzy-
rough methods are widely used for feature selection [13,14] but give no per-term description
of the classes, and fuzzy scoring for stroke has so far served as a classifier input rather than as
a ranking tool [15].

This study uses a simple fuzzy soft set discrimination score (FSDS) for this purpose and
examines it critically on a public stroke dataset [16]. It addresses three problems that a naive
application would ignore. First, most features in tabular EHR extracts are binary, so the score
must be comparable across feature types. Second, univariate scores rank proxies of age
highly, because unmarried patients and children are young and rarely have strokes. Third,
with 4.87% positives accuracy is uninformative, and selecting features on the full dataset
before cross-validation biases the evaluation [17,18].

The contributions are: (i) a proof (Proposition 1) that FSDS is twice a total variation distance,
which explains what it measures and why continuous and binary features are comparable; (ii)
an age-adjusted FSDS with a stratified permutation test, which on the stroke data recovers the
four established modifiable risk factors and removes the age proxies; and (iii) a leakage-free
comparison with three standard filters and four classifiers, with selection stability, a sweep
over the number of selected features and sensitivity analyses. The comparison shows that
FSDS matches, but does not exceed, the predictive value of standard filters and is less stable
in small samples; these limitations are reported because they define where the method is
useful.

2. Related work
Machine learning for stroke risk. The public stroke dataset used here [16] and close
variants have been analysed many times. Dubey et al. [3] trained gradient boosting, AdaBoost
and XGBoost on a 4,981-record version of a public Kaggle stroke dataset, explained the
models with SHAP and LIME, and reported a test accuracy of 92.13% for XGBoost. Dritsas
and Trigka [4] restricted the data to adults, balanced the classes with SMOTE [19] and
reported an AUC of 0.989 for a stacking ensemble. Both aim at maximal predictive
performance; age, hypertension, heart disease, glucose and BMI are repeatedly reported as
the most influential inputs. Ben Kahla et al. [15] passed a fuzzy risk score computed from
clinical data to standard classifiers and found that it improved accuracy. In their work the
fuzzy model is part of the predictor; here it is used to rank and describe features before any
classifier is trained.

Feature selection, leakage and stability. Feature selection methods are grouped into filter,
wrapper and embedded methods [20,21]. Filters such as the ANOVA F-test, the chi-square
statistic and mutual information [22] score each feature independently of the classifier and
are the natural comparison for a univariate fuzzy score. Selecting features on all the data and
then cross-validating the selected set gives optimistically biased estimates [17,18], and a good
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selector should give similar subsets on similar samples, which is usually measured with the
Kuncheva index [23,24].

Fuzzy soft sets and fuzzy-rough sets. Molodtsov’s soft sets [8] parameterise a universe by
attributes, and fuzzy soft sets [9] attach fuzzy subsets to those parameters. The algebraic
structure of collections of fuzzy subsets has also been studied, including families of fuzzy
subsets that form Boolean algebras [25–27]. In medicine, fuzzy soft sets have mainly been
used for patient-level diagnosis by relation matching [10,11]; the review of Singh and
Bhardwaj [12] covers these applications. Fuzzy-rough feature selection [13,14] measures the
dependency between features and the class through lower and upper approximations; it is
effective but does not give a class-wise linguistic description.

3. Methods

3.1. Preliminaries
Definition 1 (fuzzy set) [7]. A fuzzy set A on a universe U is a mapping μA: U→ [0, 1]; μA(x)
is the degree to which x belongs to A.

Definition 2 (soft set) [8]. Let E be a set of parameters and P(U) the power set of U. A pair
(F, E) with F: E→ P(U) is a soft set over U.

Definition 3 (fuzzy soft set) [9]. Let I(U) be the set of fuzzy subsets of U. A pair (F, E) with
F: E→ I(U) is a fuzzy soft set over U; for each parameter e, F(e) is a fuzzy subset of U.

3.2. Linguistic partitions of the features
Let U = {u1, …, un} be the patients, yi the stroke label (1 for stroke, 0 otherwise), and U1 and
U0 the stroke and non-stroke patients, with sizes n1 and n0. For a feature c with values xi, a set
of linguistic terms Tc is chosen, and the fuzzy soft set (F, Tc) assigns to each patient a
membership μt(xi) in each term t of Tc. The memberships form a partition of unity:

Σt μt(x) = 1 for every value x, the sum running over all terms t of Tc. (1)

Continuous features. For age, average glucose level and BMI, Tc = {Low, Medium, High}.
With three breakpoints p1 < p2 < p3 the memberships are

μLow(x) = min{1, max[0, (p2 − x) / (p2 − p1)]},
μHigh(x) = min{1, max[0, (x − p2) / (p3 − p2)]}, (2)

and μMedium(x) = 1 − μLow(x) − μHigh(x). Medium therefore rises from 0 at p1 to 1 at p2 and falls
to 0 at p3, and (1) holds by construction. Clinical breakpoints were used where they exist:
18.5, 25 and 30 kg/m² for BMI (WHO [28]), and 100 and 126 mg/dL for glucose (the fasting
thresholds of the American Diabetes Association [29]) with their midpoint of 113 mg/dL. For
age the quartiles of the training data were used (25, 45 and 61 years on the full data). Figure 1
shows the partitions.

Binary features. For a feature with values in {0, 1}, Tc = {No, Yes} with μNo(x) = 1 − x and
μYes(x) = x. Each category of a categorical feature is a separate binary indicator. This is the
crisp special case of (1).
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Figure 1. Linguistic partitions of (a) age, using training-data quartiles; (b) average glucose level, using the
clinical thresholds 100 and 126 mg/dL and their midpoint; (c) BMI, using the WHO thresholds. Grey bars and

black outlines show the distributions of non-stroke and stroke patients.

3.3. The fuzzy soft set discrimination score
For each term the class-conditional mean memberships are

M1(t) = (1/n1) ΣU1 μt(xi), M0(t) = (1/n0) ΣU0 μt(xi), (3)

where ΣU1 and ΣU0 denote sums over the stroke and non-stroke patients. M1(t) is the degree to
which stroke patients, on average, are described by term t; for example, M1(High) = 0.86 for
age means that stroke patients are, on average, “old” to degree 0.86. The fuzzy soft set
discrimination score of feature c is

Φ(c) = Σt |M1(t) − M0(t)|, the sum running over all terms t of Tc. (4)

Features are ranked by decreasing Φ. The following property explains what the score
measures.

Proposition 1. For any feature whose memberships satisfy (1):

(a)M1 and M0 are probability distributions on Tc, and 0 ≤ Φ(c) ≤ 2;

(b) Φ(c) = 2 maxA |M1(A) − M0(A)|, where the maximum is over all subsets A of Tc and My(A)
is the sum of My(t) over t in A; that is, Φ(c) is twice the total variation distance between M1

and M0;

(c) For a binary feature with π1 and π0 the proportions of stroke and non-stroke patients
having the attribute, Φ(c) = 2|π1 − π0|.

Proof. (a) Memberships are non-negative and, by (1), the M1(t) sum to (1/n1) ΣU1 Σt μt(xi) = 1;
the same holds for M0. Since |a − b| ≤ a + b for non-negative a and b, Φ(c) ≤ 1 + 1 = 2. (b)
Let B be the set of terms with M1(t) > M0(t) and d = M1(B) − M0(B). Because both
distributions sum to 1, the terms outside B contribute M0 − M1 = d as well, so Φ(c) = 2d. For
any other set A, M1(A) − M0(A) lies between −d and d, so d is the maximum in (b). (c) For a
binary feature, My(Yes) = πy and My(No) = 1 − πy, so Φ(c) = |π1 − π0| + |(1 − π1) − (1 − π0)| =
2|π1 − π0|. This completes the proof.

Proposition 1 has three consequences. Scores of continuous and binary features lie on the
same scale and can be ranked together. For binary features FSDS is simply twice the
difference in the prevalence of the attribute between the classes, so any advantage of the
fuzzy representation can come only from continuous features. Finally, the terms of (4) form a
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readable profile: the sign and size of M1(t) − M0(t) say which linguistic description is over-
represented among stroke patients.

3.4. Age-adjusted score and permutation test
A univariate score cannot distinguish a risk factor from a feature that is merely associated
with a strong risk factor. In stroke data age dominates, and marital status, being coded as a
child and employment type are strongly age-dependent. Following stratified analysis in
epidemiology [30], the score is computed within age strata and averaged.

Definition 4 (age-adjusted FSDS). Divide the patients into age strata s = 1, …, S, let Φs(c)
be the score (4) computed from the patients of stratum s, and let n1s be the number of stroke
patients in stratum s. The age-adjusted score is

Φadj(c) = Σs ws Φs(c), with weights ws = n1s / n1, (5)

where strata without stroke or without non-stroke patients are skipped and the weights are
renormalised. Weighting by the number of strokes gives most weight to the strata in which
strokes occur, so that the young strata, with very few strokes, cannot dominate through noisy
estimates. Age keeps its unadjusted score. The main analysis used three strata (under 40, 40–
59 and 60 years or older), containing 8, 60 and 181 strokes.

To decide which scores exceed chance, stroke labels were permuted 2,000 times and the
scores recomputed. For the unadjusted score labels were permuted over all patients; for the
adjusted score they were permuted within each age stratum, which keeps the association
between age and stroke but removes any association between the feature and stroke beyond
age stratum. The p-value is (1 + Bc)/2001, where Bc is the number of permutations with a
score at least as large as the observed one. P-values were adjusted by the Benjamini–
Hochberg procedure [31], and q < 0.05 was taken as significant. Computing all 17 scores for
5,109 patients takes about 5 ms.

4. Experimental setup

4.1. Data and candidate features
The study used the public Stroke Prediction Dataset [16]: 5,110 de-identified records with
gender, age, hypertension, heart disease, ever married, work type, residence type, average
glucose level, BMI, smoking status and a binary stroke outcome. The provider does not
disclose the original source. Because the data are public and de-identified, no ethical approval
was required. One record with gender “Other” was removed, leaving 5,109 patients, of whom
249 (4.87%) had a stroke. BMI was missing for 201 patients (3.9%) and was replaced by the
median of the training fold. Gender, marital status and residence were coded as single
indicators, work type as five indicators and smoking status as four (never, former, current,
unknown). With hypertension and heart disease this gives 14 binary and 3 continuous
candidate features. The partition of unity (1) held exactly for all 5,109 × 17 membership
vectors.

4.2. Feature selection methods and classifiers
FSDS was compared with three filters on the same 17 features: the ANOVA F-statistic, the
chi-square statistic (on features scaled to [0, 1]) and mutual information (nearest-neighbour
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estimator for continuous and discrete estimator for binary features [22]). Two variants of
FSDS were also evaluated: crisp FSDS, in which the triangular memberships are replaced by
crisp intervals with boundaries at (p1 + p2)/2 and (p2 + p3)/2, to isolate the effect of fuzziness;
and age-adjusted FSDS (5). Each method selected its top k = 8 features unless stated
otherwise.

Four classifiers with standard settings were each combined with an imbalance strategy suited
to it [32]: logistic regression and an RBF-kernel support vector machine (SVM), both with
class weights inversely proportional to class frequency; a balanced random forest of 200 trees,
each grown on a class-balanced bootstrap sample [33]; and k-nearest neighbours (k = 7)
trained after SMOTE oversampling (SMOTE-NC when binary features were present) [19].
Scaling and oversampling were fitted on training folds only. The implementation used scikit-
learn [34] and imbalanced-learn [35].

4.3. Evaluation protocol
Performance was estimated by ten repetitions of stratified five-fold cross-validation (50
splits). In every split, imputation, breakpoints, all feature scores and the selection of the top k
features were computed from the training fold alone, and the classifier was evaluated on the
untouched test fold. The primary metric was the area under the ROC curve (ROC-AUC),
which does not depend on a threshold; balanced accuracy, recall and precision at the default
decision rule are also reported [36]. Plain accuracy is not used, because a classifier that never
predicts stroke already reaches 95.1%. FSDS was compared with each other feature set by the
corrected resampled t-test [37,38], in which the variance of the 50 paired differences is
inflated by the factor 1/50 + ntest/ntrain to account for overlapping training sets (49 degrees of
freedom).

Selection stability was measured on 50 stratified subsamples of 250, 500, 1,000 and 2,000
patients as the mean pairwise Kuncheva index of the selected subsets at k = 5 and k = 8 [23];
the index is 1 for identical subsets and about 0 for random agreement. Sensitivity of the
rankings was checked against alternative age strata and against quartile breakpoints for
glucose and BMI.

5. Results

5.1. Feature ranking and significance
Table 1 and Figure 2 give the scores on the full dataset. Age had by far the largest score (Φ =
1.022). Ten features had significant unadjusted scores, including four with no plausible
causal link with stroke: ever married (second), work type “children” (sixth), smoking status
“unknown” (eighth) and self-employment (tenth). The unadjusted ranking agreed closely
with the baselines (Spearman correlation 0.93 with ANOVA, 0.77 with chi-square and 0.91
with mutual information, all p < 0.001), and all four methods placed “ever married” among
their top five features and “children” among their top six.

After age adjustment only four features remained significant beside age: average glucose
level (q = 0.003), hypertension (q = 0.003), heart disease (q = 0.008) and BMI (q = 0.048),
the four established modifiable risk factors [1]. “Ever married” fell from 0.478 to 0.091 (q =
0.157) and “children” from 0.266 to 0.004 (q = 0.842). Overall, 0.3% of patients coded as
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children had a stroke, against 5.6% of the others, but all of them are young; within age strata
the difference disappears. The risk factors’ scores also fell, because part of their crude
association is shared with age (hypertension from 0.352 to 0.184), but they stayed clearly
above the permutation null.

Table 1. Fuzzy soft set discrimination scores on the full dataset (n = 5,109). The q-values are Benjamini–
Hochberg-adjusted permutation p-values (2,000 permutations; within age strata for the adjusted score). “Adj.”
denotes the age-adjusted score; age is the stratification variable and is not tested after adjustment. The last three

columns give each feature’s rank under the ANOVA, chi-square and mutual-information (MI) filters.

Feature Φ q Rank Φ adj. q adj. Rank adj. ANOVA Chi-sq. MI
Age 1.0221 < 0.001 1 1.0221 – 1 1 3 1
Ever married 0.4778 < 0.001 2 0.0910 0.157 8 5 5 3
Average glucose level 0.4038 < 0.001 3 0.2926 0.003 2 3 8 7
Hypertension 0.3523 < 0.001 4 0.1844 0.003 3 4 2 4
Heart disease 0.2833 < 0.001 5 0.1519 0.008 5 2 1 5
Work: children 0.2658 < 0.001 6 0.0043 0.842 16 6 4 6
BMI 0.2467 < 0.001 7 0.1543 0.048 4 10 15 2
Smoking: unknown 0.2385 < 0.001 8 0.0628 0.765 12 9 9 9
Smoking: former 0.2273 < 0.001 9 0.0541 0.765 13 7 6 8
Work: self-employed 0.2118 0.002 10 0.0760 0.655 9 8 7 10
Residence: urban 0.0716 0.478 11 0.0690 0.765 10 11 11 12
Work: private 0.0548 0.569 12 0.1042 0.651 6 13 13 13
Gender: male 0.0415 0.652 13 0.0952 0.655 7 14 14 14
Smoking: current 0.0299 0.640 14 0.0306 0.881 15 15 12 15
Smoking: never 0.0187 0.844 15 0.0666 0.765 11 16 16 16
Work: never worked 0.0091 0.569 16 0.0007 1.000 17 12 10 11
Work: government 0.0083 0.918 17 0.0425 0.818 14 17 17 17

Figure 2. Unadjusted (blue) and age-adjusted (orange) FSDS of the 17 candidate features. Asterisks mark
permutation q < 0.05. The adjusted bar for age repeats its unadjusted score.

5.2. Linguistic profiles
Figure 3 shows the class-conditional mean memberships behind the scores of the continuous
features. Stroke patients belonged to “High age” (61 years or older) to degree 0.86 on average,
against 0.35 for other patients, and almost never to “Low age” (0.02 against 0.39). Their
mean membership in “High glucose” was 0.41, twice that of other patients (0.21). For BMI
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the difference lay mainly in the “Low” term (0.06 against 0.18), while membership in
“Medium” was the same in both classes. Among the binary features, hypertension was
present in 26.5% of stroke patients against 8.9% of others, and heart disease in 18.9% against
4.7%. These profiles are the main output of the method for a clinical reader: each score in
Table 1 decomposes into statements such as “stroke patients are more often high-glucose”,
with a measured size.

Figure 3. Linguistic profiles of the continuous features: mean membership of stroke (orange) and non-stroke
(blue) patients in each term.

5.3. Classification performance
Table 2 reports the cross-validated performance. With logistic regression all selections of
eight features performed alike (ROC-AUC 0.839–0.841, balanced accuracy 76.4%–76.6%,
recall 79.2%–79.6%), as did the full set of 17 features (0.838, 76.4% and 79.2%). With
selected features, recall was 70%–80% for logistic regression, the SVM and the balanced
random forest, and 42%–51% for SMOTE-KNN, against 30% for SMOTE-KNN with all
features. Precision was low for every method (9%–15%): with 4.87% prevalence, a threshold
that catches most strokes produces many false alarms, which is why threshold-free AUC is
the primary metric [36]. Crisp FSDS gave results identical to FSDS to within 0.2 points and
is omitted from the table.

Table 2. Cross-validated performance (mean ± standard deviation over 10 × 5 folds, in %), with feature
selection (k = 8) repeated inside every training fold.

Classifier Feature set ROC-AUC Balanced accuracy Recall Precision
Logistic regression All 17 features 83.8 ± 1.8 76.4 ± 2.2 79.2 ± 4.2 13.4 ± 0.9

FSDS 84.0 ± 1.8 76.6 ± 2.4 79.6 ± 4.6 13.4 ± 0.9
Age-adjusted FSDS 83.9 ± 1.8 76.4 ± 2.2 79.4 ± 4.4 13.3 ± 0.8
ANOVA 84.1 ± 1.9 76.4 ± 2.2 79.2 ± 4.0 13.4 ± 0.9
Chi-square 84.0 ± 1.8 76.5 ± 2.2 79.4 ± 4.2 13.4 ± 0.9
Mutual information 84.0 ± 1.8 76.5 ± 2.3 79.4 ± 4.4 13.4 ± 0.9

SVM (RBF) All 17 features 77.6 ± 2.7 69.7 ± 3.3 62.0 ± 6.6 12.3 ± 1.3
FSDS 81.6 ± 2.1 74.2 ± 2.5 75.2 ± 5.1 12.6 ± 0.9
Age-adjusted FSDS 80.0 ± 2.3 72.3 ± 2.5 69.8 ± 5.4 12.4 ± 0.9
ANOVA 81.7 ± 2.3 74.7 ± 2.7 75.4 ± 5.3 13.0 ± 1.0
Chi-square 81.3 ± 2.2 74.0 ± 2.8 73.7 ± 5.7 12.9 ± 1.1
Mutual information 81.3 ± 2.0 73.9 ± 2.1 74.8 ± 4.2 12.5 ± 0.9

Balanced random forest All 17 features 83.2 ± 2.0 76.2 ± 2.2 73.2 ± 4.6 15.4 ± 1.0
FSDS 83.2 ± 2.2 75.8 ± 2.7 72.8 ± 5.4 15.0 ± 1.2
Age-adjusted FSDS 83.2 ± 2.0 76.0 ± 2.7 72.6 ± 5.4 15.3 ± 1.2
ANOVA 81.8 ± 1.9 74.0 ± 2.6 70.4 ± 5.2 13.9 ± 1.0
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Classifier Feature set ROC-AUC Balanced accuracy Recall Precision
Chi-square 81.9 ± 1.8 74.3 ± 2.7 70.9 ± 5.4 14.1 ± 1.1
Mutual information 83.1 ± 2.0 75.5 ± 2.4 72.0 ± 5.0 15.0 ± 1.1

SMOTE + KNN All 17 features 65.9 ± 3.2 57.4 ± 3.3 29.6 ± 6.8 9.3 ± 1.9
FSDS 71.9 ± 2.8 64.2 ± 3.3 47.6 ± 7.6 11.3 ± 1.2
Age-adjusted FSDS 69.7 ± 3.2 62.1 ± 3.1 42.4 ± 6.4 10.6 ± 1.4
ANOVA 71.7 ± 3.0 65.9 ± 2.7 51.3 ± 5.4 11.9 ± 1.3
Chi-square 71.8 ± 2.9 65.5 ± 2.8 50.3 ± 6.1 11.8 ± 1.3
Mutual information 71.5 ± 2.8 63.6 ± 3.1 46.1 ± 6.7 11.1 ± 1.3

Feature selection mattered for the kernel- and distance-based classifiers: FSDS selection
raised the SVM AUC from 0.776 to 0.816 (p = 0.002) and the SMOTE-KNN AUC from
0.659 to 0.719 (p = 0.005). Table 3 compares FSDS with every other feature set. None of the
nine comparisons with the baselines was significant for logistic regression, the SVM or KNN.
For the balanced random forest FSDS was 1.4 AUC points better than ANOVA (p = 0.055)
and chi-square (p = 0.047), because these filters ranked BMI tenth and fifteenth and excluded
it; given the number of comparisons, this is not treated as evidence of superiority. Fuzzy and
crisp FSDS were indistinguishable (p ≥ 0.58). The age-adjusted selection matched FSDS for
logistic regression and the random forest but was weaker for the SVM (recall −5.3 points, p =
0.036) and KNN, because it drops age proxies such as “ever married” that help prediction
although they are not risk factors.
Table 3. Difference in ROC-AUC (percentage points) between FSDS (k = 8) and each other feature set, with the

p-value of the corrected resampled t-test in parentheses. Positive values favour FSDS.

FSDS compared with Logistic regression SVM (RBF) Balanced random forest SMOTE + KNN
All 17 features +0.21 (0.426) +3.97 (0.002) +0.05 (0.921) +6.03 (0.005)
Crisp FSDS +0.01 (0.826) +0.10 (0.796) −0.21 (0.584) +0.21 (0.748)
Age-adjusted FSDS +0.10 (0.663) +1.50 (0.162) +0.06 (0.913) +2.25 (0.268)
ANOVA −0.08 (0.423) −0.10 (0.893) +1.44 (0.055) +0.21 (0.912)
Chi-square −0.05 (0.713) +0.25 (0.755) +1.36 (0.047) +0.18 (0.913)
Mutual information +0.03 (0.766) +0.28 (0.647) +0.16 (0.720) +0.42 (0.726)

5.4. Number of selected features and stability
Figure 4 shows the logistic-regression AUC against the number of selected features. Age
alone gave 0.834 and no feature set exceeded 0.842, so the other 16 features add less than one
AUC point. The age-adjusted ranking reached its plateau with two features (age and glucose,
AUC 0.840); unadjusted FSDS and ANOVA needed four, because they placed “ever
married” second. Chi-square was poor for k ≤ 2 (AUC 0.566 and 0.641), because it ranks
heart disease and hypertension above age. Beyond eight features all methods converged, so
the choice k = 8 is not critical.
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Figure 4. Logistic-regression ROC-AUC (mean over 50 folds) against the number of selected features. Chi-
square at k = 1 and 2 (AUC 0.566 and 0.641) lies below the plotted range.

Across the 50 training folds, unadjusted FSDS always selected age, ever married, glucose and
hypertension. The age-adjusted top five was exactly {age, glucose, hypertension, heart
disease, BMI} in 33 of the 50 folds; no other method selected this set in any fold. On small
subsamples (Table 4), however, FSDS was less stable than ANOVA at every sample size; at
k = 5 and n = 500, for example, the Kuncheva index was 0.459 for FSDS against 0.562 for
ANOVA, 0.526 for chi-square and 0.478 for mutual information. The reason is visible in
Table 1: below the first four features, six FSDS scores lie between 0.21 and 0.28, so small
sampling changes reorder them. Fuzzy and crisp FSDS differed by at most 0.04. The age-
adjusted score was the least stable (0.255 at k = 5, n = 500), because a subsample of 500
contains about 24 strokes, of which only a handful fall in the younger strata.
Table 4. Selection stability (mean pairwise Kuncheva index over 50 stratified subsamples of size n) for k = 5

and k = 8.

Method k = 5, n = 250 500 1000 2000 k = 8, n = 250 500 1000 2000
FSDS 0.277 0.459 0.578 0.664 0.205 0.474 0.593 0.710
Crisp FSDS 0.306 0.459 0.564 0.646 0.242 0.475 0.604 0.725
Age-adjusted FSDS 0.229 0.255 0.340 0.434 0.197 0.238 0.306 0.390
ANOVA 0.321 0.562 0.679 0.924 0.248 0.582 0.688 0.782
Chi-square 0.264 0.526 0.629 0.771 0.303 0.539 0.684 0.802
Mutual information 0.330 0.478 0.618 0.657 0.249 0.551 0.691 0.760

5.5. Sensitivity analyses
Under four age stratifications (the three strata above; under 45, 45–64 and 65 or older;
quintiles; ten-year bands), glucose and hypertension were always in the age-adjusted top five
and heart disease in the top eight. BMI was in the top eight under three of the four; it dropped
out with ten-year bands, where several strata contain very few strokes. “Children” never
entered the adjusted top eight, and “ever married” did so once, in eighth place. With quartile
breakpoints for glucose and BMI instead of the clinical ones, the unadjusted ranking was
almost unchanged (Spearman 0.99) and the top eight contained the same features; clinical
breakpoints were kept so that the terms have their usual clinical meaning.
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6. Discussion
What the representation adds. On this dataset FSDS did not select better features for
prediction than ANOVA, chi-square or mutual information; all reached the same AUC, and
age alone provided most of the signal. Its value lies elsewhere. Proposition 1 shows that the
score is a total variation distance between class-wise term distributions, which gives
continuous and binary features a common, bounded scale and makes every score decompose
into term-level statements. The profile “stroke patients are high-glucose to degree 0.41
against 0.21” is a quantitative version of the way clinicians describe risk, and it is obtained
without training a model. SHAP and LIME [5,6] explain a particular fitted model, whereas
the fuzzy profile describes the data; the two are complementary.

Confounding by age. The most important result is the contrast between the crude and the
adjusted rankings. All four standard methods placed “ever married” in their top five, and a
reader could conclude that marital status is a stroke risk factor. Stratifying by age and
permuting within strata removed it and the other age proxies and left exactly the four
established modifiable risk factors. The stratified test is not specific to the fuzzy
representation and could be applied to any filter score, but it combines naturally with FSDS
because the within-stratum scores keep their linguistic meaning. The results also separate
prediction from explanation: age proxies help prediction (removing them weakened the SVM
and KNN), so crude scores are adequate for building a classifier, while the adjusted score
should be used to identify and describe risk factors.

Evaluation under imbalance. Earlier analyses of this dataset reported accuracies above 90%
[3,4]; here the best AUC was 0.84 and the best balanced accuracy 76.6%. Because protocols,
data versions and metrics differ, this does not show that either set of results is wrong, but it
shows how strongly results on this dataset depend on the protocol. With 95.1% negatives,
accuracy rewards ignoring strokes, and oversampling or selecting features before splitting lets
test information leak into training [17,18]. Under a leakage-free protocol, the relative ranking
of methods, not the absolute performance, is the meaningful result.

When does fuzziness matter? Fuzzy and crisp FSDS gave the same rankings (Spearman
0.99), performance and stability. Proposition 1(c) explains why: 14 of the 17 features are
binary, for which the two scores coincide, and the three continuous features differ so strongly
between classes that smoothing the term boundaries changes little at this sample size.
Datasets with many continuous measurements near clinical thresholds are where graded
memberships should make a measurable difference.

7. Limitations
The data come from one public dataset whose original source is not disclosed [16], and no
external cohort was available. The glucose variable is an average glucose level rather than a
fasting measurement, so the fasting thresholds give the terms an approximate clinical
meaning. Age adjustment by strata is coarse: residual confounding within strata is possible,
other confounders such as sex were not adjusted for, and the adjusted score is unstable in
small samples. The scores are univariate and do not model interactions or redundancy. FSDS
showed no predictive advantage over standard filters and was less stable than ANOVA.
Classifiers were not tuned, because the comparison concerned feature selection.
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8. Conclusion
A fuzzy soft set discrimination score for ranking stroke risk features was examined on a
severely imbalanced public dataset. The score equals twice the total variation distance
between the stroke and non-stroke distributions over linguistic terms, which justifies ranking
continuous and binary features together and gives each score a readable profile. Without
adjustment the score, like the ANOVA, chi-square and mutual-information filters, ranked age
proxies such as marital status among the top features; with age stratification and a stratified
permutation test it recovered exactly the four established modifiable risk factors (glucose,
hypertension, heart disease and BMI) beside age. In a leakage-free evaluation its selections
predicted stroke as well as all 17 features and as well as the standard filters, and they
improved the SVM and KNN substantially, but they were not more accurate than the filters
and were less stable in small samples. Future work should test the adjusted score on
independent cohorts with more continuous clinical measurements and adjust for several
confounders at once.
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