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Abstract — Most online learning systems deliver course material well, but they do little to connect a learner with a suitable
mentor, check what the learner already knows, or give people a reason to return after the first few sessions. This paper presents
NeuroVerse, a web platform for peer-to-peer learning in which every user can both teach and learn. Learners take a skill
assessment, are matched to mentors by a transparent weighted score, and book paid sessions using in-platform credits, with
an Al study assistant available between sessions. The platform uses Next.js, React and Tailwind CSS on the front end, Next.js
API routes running on Node.js, and a PostgreSQL database hosted on NeonDB. Accounts are protected with JSON Web
Tokens stored in HTTP-only cookies and beryptjs password hashing. Assessment questions are drawn at random from a local
bank and graded by exact match for multiple-choice items and by a keyword heuristic for code, and a threshold on the
percentage score assigns a beginner, intermediate or advanced level. Mentors are ranked on a 100-point score built from skill,
level, language, rating and availability. A Gemini 1.5 Flash model powers the study assistant, Jitsi Meet links host the
sessions, and daily riddles with credit rewards encourage repeat visits. The prototype was checked manually, and no
automated tests or user study have been carried out. Credit purchases are simulated, submitted code is not executed, and
several production features, such as real payments, mentor availability and access control, remain to be built.

Keywords — Al study assistant; credit-based learning; gamification; mentor matching; peer-to-peer learning; skill
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assessment.

I. INTRODUCTION

Online education has put study material within reach of
almost anyone with an internet connection, but access to
material is not the same as being taught. Many platforms still
offer little beyond recorded lectures and quizzes. There is no
mentor to ask, no dependable way to measure what a learner
can do, and no shared space for working through problems
together. Learners end up using one tool to find a tutor, another
to take a test and a third for video calls, which scatters the
experience. Peer-to-peer learning, in which participants teach
as well as learn, is one response to this [1].

Three gaps stand out. First, finding a mentor whose skills fit
a specific goal is difficult, because most platforms offer search
filters rather than any ranking of fit [2]. Second, skill levels are
usually self-reported, so neither the mentor nor the learner
knows where to start. Third, a learner who is stuck while no
mentor is online has nowhere to turn, since few platforms
include Al-based study help [3]. Peer-to-peer designs also need
a way to keep mentors active once the initial enthusiasm fades.

This paper describes NeuroVerse, a full-stack prototype that
brings these pieces into a single application. Its main
contributions are:
* A seven-layer architecture, from user roles to external
services, built on Next.js, Node.js and PostgreSQL.
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* A skill assessment that classifies users as beginner,
intermediate or advanced from a percentage score and passes
that level on to mentor matching.
* A rule-based, explainable mentor-matching score out of 100,
together with a three-stage learning path for the chosen skill.
* A credit economy in which learners spend and mentors earn
credits through priced, transaction-safe bookings, plus daily
riddles that reward return visits.
* A Gemini-based study assistant, chat, file sharing and Jitsi
Meet sessions inside the same application.

The remainder of the paper is organised as follows. Section
II reviews related work. Section III describes the system design
and methods. Section IV presents the implemented features,
results and discussion. Section V concludes and lists future
work.

II. RELATED WORK

E-learning and recommendation. Most e-learning systems
follow a familiar pattern of recorded lectures, reading material
and an end-of-module quiz. That is cheap and flexible, but it
leaves little room for personal interaction. Course
recommendation on such platforms has typically relied on
collaborative filtering, content-based filtering or hand-written
rules [4]-[7]. These methods work once enough usage data has
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built up, but they are tuned to what is popular and say little
about what a particular learner can actually do or how that
person prefers to learn.

Al and peer learning. Adding machine learning has partly
closed this gap, because models that examine behaviour,
performance and stated interests can describe a learner far
better than click history alone. Peer-to-peer platforms have
grown for a related reason: participants both consume and
produce knowledge instead of watching a finished course [1].
Even so, pairing the right mentor with the right learner, and
judging whether a session was worth it, remain open problems.
Work on Al-enhanced peer assessment suggests that Al and
human mentors work best together [3], and work on question
sequencing shows that item difficulty is often estimated from
learner behaviour instead of being fixed by hand [8].

Gamification and infrastructure. Two further strands are
relevant. Points, streaks and credits have been shown to counter
the weak motivation that undermines much self-paced learning
[9], [10]. On the engineering side, educational tools
increasingly use cloud-native, API-first designs in place of a
single monolithic server, which makes it practical to combine
real-time communication, Al inference and a relational
database in one product.

NeuroVerse draws on both strands by pairing a credit-based
reward loop with a Next.js and PostgreSQL back end. Unlike
the learned recommenders in [4]-[6], its mentor matching is a
transparent weighted-scoring rule, chosen because a new
platform has no interaction history to train a model on. It also
differs from course recommenders in which assessment and
recommendation are handled separately [2], [5]: here the
classified skill level feeds straight into mentor ranking.

1. METHODOLOGY

NeuroVerse was built as one full-stack web application.
This section describes its architecture and the methods used for
authentication, assessment, mentor matching, pricing and
booking, and for the supporting study-assistant, chat and
gamification features.
A. System Architecture

The platform is organised as seven layers, shown in Fig. 1,
running from the user roles at the top to the database and third-
party services underneath.
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LAYER 1 — USER LAYER

Mentor
(Any user can be both)

Learner
(Student / Mentee)

LAYER 2 — FRONTEND / APPLICATION

Signup, Login, Onboarding Profile & Skill Selection

Skill Explorer & Assessment Dashboard & Learning Pages

Session Room (Chat, Files) Wallet, Riddle, Notifications

LAYER 3 — BACKEND / API

Next.js API Routes (Node.js) — JWT cookie auth, busi logic, t ti

v

LAYER 4 — CORE PLATFORM SERVICES

1. Auth & Profiles 2. Skill Management

3. Assessment & Classification 4. Smart Matching (*)

5. Pricing & Credits 6. Session Booking

7. Chat & File Sharing 8. Reviews & Reputation

9. Learning Path Builder 10. Daily Riddles & Notifications

LAYER 5 — AGENTIC Al / INTELLIGENCE ENGINE

Agentic Al Learning Assistant Local Question Bank

Weighted Match Scoring Gemini Assessment Generator

LAYER 6 — DATABASE / STORAGE (PostgreSQL, NeonDB)

users, skills, user_skills, courses assessment, questions / attempts

, tr ti g reviews, mentor reputation, riddles

LAYER 7 — EXTERNAL SERVICES

Google Gemini API (LLM) Jitsi Meet (meeting links)

Payment gateway, cloud storage

Fig. 1. Layered architecture of the NeuroVerse platform. (*)
marks the module at the centre of the platform. The payment
gateway and cloud file storage in Layer 7 are planned, and the
Gemini assessment generator in Layer 5 is implemented but not
currently active.

Layer 1 separates learners from mentors, although both use
one application and any user can hold either role. Layer 2 is the
front end: registration, login and onboarding, profile
management, skill exploration and assessment, the dashboard,
the session room with chat, files and the study assistant, the
wallet, the daily riddle and notifications. Every action from
these screens goes through the Next.js API routes of Layer 3,
which handle authentication, business logic and database
transactions.

Most of the application logic sits in the ten modules of
Layer 4: authentication and profiles, skill management,
assessment and classification, smart matching, pricing and
credits, session booking, chat and file sharing, reviews and
reputation, learning-path  building, and riddles and
notifications. Layer 5 holds the intelligence: the Gemini-
powered study assistant, the local question bank, the weighted
matching score, and a Gemini assessment generator that is
implemented but not currently active. Users, skills, assessment
results, sessions, messages, reviews and credit transactions are
stored in Layer 6 (PostgreSQL on NeonDB). Layer 7 contains
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the external services in use, the Gemini API and Jitsi Meet; a
payment gateway and cloud file storage are planned.

Two design decisions shaped the architecture. Smart
matching sits at the centre of Layer 4 because pairing the right
learner with the right mentor is the main value the platform
offers. Every credit movement is also written as a row in a
dedicated transactions table, and a booking updates both
balances inside one database transaction with row-level locks,
which keeps the teach-to-earn, spend-to-learn loop easy to
audit.

B. Technology Stack, Data Model and Authentication

Table I lists the technologies used. The front end is built
with Next.js 14 and React, styled with Tailwind CSS. The back
end runs on Node.js through Next.js API routes, so the whole
application lives in one codebase. Data is kept in a PostgreSQL
database hosted on NeonDB, which holds 15 tables: users,
skills, user_skills, assessment_questions, assessment_attempts,
courses, mentor_reputation, sessions, transactions, reviews,
notifications,  session_files, messages, riddles and
riddle attempts. The schema uses foreign keys, unique
constraints, indexes and UUID keys generated with
gen_random_uuid().

TABLE I. TECHNOLOGY STACK

Layer Technologies

Frontend Next.js 14.2 (Pages Router), React 18, JSX,
Tailwind CSS 3.4, PostCSS, Autoprefixer

Backend Next.js API routes, Node.js, formidable (file
uploads), uuid

Database PostgreSQL on NeonDB, node-postgres
(pg) with connection pooling, pgerypto

Authenticati | JWT (jsonwebtoken), beryptjs, HTTP-only

on cookies (cookie)

Al Gemini 1.5 Flash API (study assistant;

integration assessment generator, inactive)

Meetings Jitsi Meet links (no embedded SDK)

Configuratio | dotenv, environment variables

n (DATABASE_URL, JWT_SECRET,
GEMINI _API KEY)

Every learner and mentor registers with a name, email and
password. Passwords are hashed with beryptjs at registration,
and a signed JSON Web Token (JWT) with a seven-day expiry
is issued in an HTTP-only cookie. Signup, login, logout and
current-user routes are provided. During onboarding, users
record their age, a short biography, spoken languages, the skills
they can teach, the skills they want to learn and a target skill
level. Each new account receives 50 credits. Email verification,
password reset, OAuth, two-factor authentication and login rate
limiting are not yet implemented.

A separate Python (FastAPI) notebook connects to the same
database and reproduces the classification, pricing and
matching logic for testing and demonstration. It is not part of
the production runtime.

C. Skill Assessment and Classification

Users take an assessment to establish their level in a skill.

Questions come at three difficulty levels, beginner,
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intermediate and advanced, worth 10, 15 and 20 points
respectively. Multiple-choice and code questions are chosen at
random from a local question bank covering Python,
JavaScript, SQL and English, with generic fallback questions
for other skills, using Node's cryptographic random-integer
function.

Multiple-choice answers are graded by a trimmed, case-
insensitive exact match. Code answers are graded by a
lightweight heuristic: the submission is lowercased, comments
are stripped, whitespace is normalised, and the result is checked
for required keywords, key operators and selected aliases (for
example, fib and fibonacci). The code is not executed. The
percentage score p sets the level: advanced for p > 80,
intermediate for 50 < p < 80, beginner for 20 < p <50, and not
assessed for p < 20. Results are stored in the
assessment_attempts and user_skills tables. A Gemini-based
generator that requests six validated questions (two per level,
four-option multiple choice) has also been implemented, but the
active assessment route uses the local bank.

D. Mentor Matching and Learning Path

Mentors are ranked for a learner with a weighted suitability
score out of 100, using the weights in Table II. The score takes
into account the requested skill, the learner's target level, the
mentor's level, the languages of both people, the mentor's
average rating and preferred availability, and it returns a short,
human-readable explanation of each match. Matching is a rule-
based method, not a trained model. Because the database has
no mentor availability field yet, the availability component
currently awards neutral points. For the chosen skill the system
also builds a three-stage learning path: fundamentals, applied
practice and advanced mastery.

TABLE II. MENTOR-MATCHING SCORE WEIGHTS

Matching factor | Weight
Exact skill match | 40%
Mentor level fit 20%
Language overlap | 15%
Mentor rating 15%
Availability 10%

E. Session Pricing and Booking

Learners book mentoring sessions by spending credits [1].
A booking records the course, mentor, learner, number of
hours, scheduled start time, price breakdown, status and a
meeting link. The price per hour is

P=R ><fl‘evel stki]l ><f‘memor (1)

where R is the base rate of 20 credits per hour and the three
factors are given in Table III. The learner pays the base cost
plus a 10% platform fee, and the mentor receives the base cost
minus a 10% deduction, with all values rounded to two
decimals:

Cieamer = 1.10 X P X h, Cpentor = 0.90 X P x h (2)
where / is the number of hours booked.
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TABLE III. SESSION PRICING FACTORS

Factor Value

Base rate R 20 credits/hour

Learner level Beginner 0.5, Intermediate 1.0,

Sievel Advanced 1.5

Skill difficulty | Per-skill multiplier (e.g., 1.0—

Skt 1.4)

Mentor Rating >4.5: 1.5; 3.5 to <4.5:

expertise fmentor | 1.2; 2.0 to <3.5:1.0; <2.0: 0.5;
no reviews: 1.0

A booking runs as a single PostgreSQL transaction. It locks
the course row, calculates the price, locks the learner's balance,
checks that the credits are sufficient, deducts them from the
learner, credits the mentor, creates the session, records a
transaction for each party, creates notifications and commits.
Meetings use unique Jitsi Meet URLs generated with a UUID
and opened in the browser. The current version does not check
for conflicting bookings, past dates, maximum length, mentor
working hours or time zones, and it does not support
rescheduling, cancellation or refunds.

F. Study Assistant, Collaboration and Gamification

The Study Buddy calls the Google Gemini 1.5 Flash API
through a server-side proxy, so the API key stays on the server,
to answer questions and give general study help to learners and
mentors. Each request carries the course title as context along
with the learner's question. The assistant does not yet keep
conversation history, and access is not limited to session
members.

Inside each session page, mentors and learners exchange
text messages that are stored in PostgreSQL and fetched
through API requests; there is no WebSocket or push channel
yet. Users can upload files of up to about 100 MB, which are
kept on the server's local filesystem with metadata in the
database. In-app notifications are created for bookings,
confirmations and reviews. After a session, the learner can
submit a 1-5 rating with written feedback, which updates the
mentor's average rating, review count and expertise multiplier
and therefore affects future prices.

A daily riddle widget picks a riddle related to the user's
known skills, falling back to generic riddles, and skips riddles
the user has already answered correctly. Each correct answer
earns 1 credit, up to 5 credits per calendar day, and every
attempt is logged. The dashboard shows the user's skill mix and
credit balance, and mentors earn credits by teaching.

G. System Workflow

A user typically moves through the platform in this order:
registration, skill selection, assessment, skill classification,
mentor matching, session booking [1], Al-assisted learning [3]
and review and feedback [3]. Assessment and classification
come before matching so that matching can rely on a measured
skill level rather than a self-reported one. The assessment is
recommended but optional: a learner may go straight to mentor
matching, in which case the level declared during onboarding
is used. The study assistant and the review step remain available
around the session that follows.
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IV. RESULTS AND DISCUSSION

A. Implementation Status

NeuroVerse was developed and tested as a web-based
prototype. It brings authentication, Al-assisted learning, mentor
matching, session booking, assessment tracking and
gamification into one environment. Table IV shows which
features are fully implemented, which are only partly
implemented, and which are simulated or absent in the current
release.

TABLE IV. IMPLEMENTATION STATUS

Status Features

Implement | Authentication, profiles and onboarding,

ed local assessment generation, multiple-choice
and heuristic code grading, level
classification, weighted mentor matching,
learning path, credit pricing and booking
transaction, notifications, reviews, daily
riddles, session chat, file upload, Gemini
study assistant, Jitsi links

Gemini assessment generator (not the active
path), mentor availability, scheduling and
review validation, session access control,
real-time updates

Credit purchase, code execution, embedded
video, cloud storage, WebSocket messaging,
automated tests, translation, sentiment
analysis, learned recommendation

Partial

Simulated
or absent

Core learner workflows were checked manually across the
dashboard, recommendation and skill-matching modules. No
automated test suite or formal user study has been carried out,
so the results below describe functional behaviour, not
measured performance.

B. Main Screens and Computed Results

Figs. 2—7 show the main screens. The dashboard (Fig. 2)
gathers the credit balance, progress, upcoming sessions and the
daily riddle in one place, and skill exploration (Fig. 3) lets
learners browse skills and look for mentors.

o Heuriese a o msiaits &

© Epore Sk

ey

Welcome back, john &

O tyleoming

& Teaxch Coninue eaming

o 11750 [ @ 4% oo
it s Upirig s vt s -

Continu Learring fxglore rore

Upeoring Sassions el

by Learming Mix

Fig. 2. Learner Dashboard
The Fig. 2. Learner Dashboard depicts a Neuroverse
dashboard portraying a user’s credit balance, progress in
lessons, upcoming sessions, assessment score, learning
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mix which indicates the percentage of the number of Fig. 5. Al-Powered Mentor Finding and Matching
problems at various difficulty levels, and daily skill riddle shows the mentor discovery interface, which enables
to earn more credits. learners to discover suitable mentors according to their
skill requirements and proficiency levels facilitating

O e : s & § personalized peer-to-peer learning through intelligent

Explore Skills
R —

skill matching.

il Q @ 117.50 credits fag ?
- — - kil
Fig. 3. Skill Exploration Interface '
English — beginner v
This Fig. 3. Skill Exploration Interface presents the skill Course title
discovery module, which facilitates students in examining [ D ——— ]
the available skills, identifying appropriate mentors, and
. . . . . Description
assessing skills of their learning interests. =
Learn essential grammar, build your vocabulary, practice []
everyday conversations, and gain confidence in
[ a LETC communicating in English.

This course includes practical examples, interactive

Data Analysis Assessment e
vl Dt st osratin and elals ho ¢ ek o Publish course |

Fig. 6. Skill Teaching Interface

The Fig. 6. Skill Teaching Interface illustrates the skill
: publication module, through which users can create
ol and publish learning offerings, enabling them to share
their knowledge and participate in reciprocal peer-to-
peer learning.

Fig. 4. The interface of skill assessment
This Fig. 4. The interface of skill assessment. The figure

represents the module which identifies users’ knowledge
. . . . . o © 11750 credits * il
level via skill-related questions and defines their skill 0 o . e ?
level in order to individualize the mentor matching _
process. - ol R —
@  Explore Skills
O My Leaming
d3-e5d0-42f7-87cd-5606db753aa3 (after  +13.50
iy O Teach
@ NeuroVerse Al Assistant % Mersaring
4 4074 after +13.50
Messages
Hil! What would you like to learn? Tell me
the skill, your level, and when you're free bt 169-bA40-5 er +13.50
— e.g. "l want to learn Python from
beginner level, find someone available this % Profile
weekend."
368aa10fa26 (after  +13.50
Signup Benus e
Welcome bonus on account creation

Fig. 7. Credit wallet, showing the available credits and the
transaction history for learning and mentoring activity.

Fig. 8 shows the hourly learner cost computed from (1) and
(2) with fyqn = 1.0 and 4 = 1. The cost runs from 5.5 to 49.5
[ ° credits. Learner level and mentor rating each scale the price: at
smsed | Engibh-beginer Dt Anaiysts: ot = every level, a mentor rated 4.5 or above costs three times as
much as one rated below 2.0. The 50-credit welcome balance

Fig. 5. AI-Powered Mentor Finding and Matching just covers one hour at the highest tier.
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Rating < 2.0 (x0.5)

No reviews or 2.0-3.5 (x1.0)
s Rating 3.5-4.5 (%1.2)
60 -| ™= Rating = 4.5 (x1.5)

70 =

50-credit welcome balance

Learner cost (credits per hour)

20 165

5.5

Advanced
(fievet = 1.5)

Intermediate
(fiever = 1.0)

Beginner
(fiever = 0.5)

Fig. 8. Hourly learner cost
Fig. 8. shows Hourly learner cost (credits) by learner level and
mentor-rating tier, computed from (1) and (2) with fyin = 1.0
and & = 1. Cost ranges from 5.5 to 49.5 credits.

Fig. 9 applies the weights in Table II to three hypothetical
mentors, with availability left out so that the maximum is 90.
Mentor A (exact skill, matching level, full language overlap,
rating 4.8) scores 89.4, Mentor B (exact skill, adjacent level,
full language overlap, rating 4.2) scores 77.6, and Mentor C
(related skill, matching level, partial language overlap, rating
4.9) scores 62.2. Mentor C has the highest rating but ranks last,
because the 40-point skill match dominates the score.

90 = maximum without availability

i
Mentor A 20 15 14.4 i 89.4
|
Mentor B 10 15 126 776 |
'
'
Mentor C 20 7.5 147  62.2 !
r T T T T : 1
0 20 40 60 80 100

Suitability points
mmm Skill match (40)
Level fit (20)

Language overlap (15)
Rating (15)

Fig. 9. Illustrative mentor-suitability

Fig. 9. Shows Illustrative mentor-suitability scores for three
hypothetical mentors, broken down by component (availability
omitted). Weights are from Table II; sub-scores are assumed
illustrative values.
C. Discussion

NeuroVerse lets every user act as both learner and mentor,
in contrast to systems in which teachers guide students from the
top down. This fits research on peer-to-peer platforms [1], but
it makes matching harder than course recommendation,
because the system has to weigh what the learner wants against
what the mentor can offer. Once a learner states a target skill,
level and languages, the weighted score is meant to narrow the
field to a few relevant mentors, so that nobody has to sift
through dozens of irrelevant results.
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Building the assessment was one of the hardest parts of the
project. Producing multiple-choice and coding questions at
three consistent difficulty levels proved difficult. A Gemini 1.5
Flash generator was implemented with output validation (six
questions, two per level, four options each), but the active flow
draws from a curated local bank. This echoes question-
sequencing work, where difficulty is often estimated from
behaviour and not fixed by hand [8]. In NeuroVerse the
classified level also feeds matching, wunlike course
recommenders in which assessment and recommendation are
handled separately [2], [5]. The classifier cut-offs are fixed for
now, and calibrating them against real assessment data is
planned.

The credit system is meant to be the platform's main
behavioural lever. Purely volunteer-driven peer-learning
platforms often struggle when initial excitement fades and
mentor participation drops. By letting users earn credits through
mentoring and riddles and then spend them on sessions,
NeuroVerse creates a simple incentive loop, in line with
gamification studies showing that rewards can sustain
engagement [9], [10]. Because credit activity is recorded in its
own transactions table, unusual activity can be logged and
audited without disturbing the rest of a user's data. The real
effect of the credit system will only be clear once user data
exists.

The Al study assistant was added alongside peer mentoring
to fill the gap when a learner is stuck and no mentor is available.
The assistant clarifies concepts and answers practice questions,
while mentors guide the deeper learning that needs judgement
and feedback, which matches the view that Al and human
mentors work best together [3].

Using Next.js for both front end and back end made
development easier for a small team, but it postponed some
scaling decisions; the AI pipeline, for example, was not
separated into its own service. JWT authentication in HTTP-
only cookies was chosen for simplicity and suits the current
scope, although server-side session revocation would be needed
for multi-device use. The separation between front end, back
end, Al components and storage is intended to keep the system
maintainable, so that new modules and external services can be
added at Layers 4, 5 or 7 without disturbing the layers below.
D. Limitations

The current version has several limitations. Credit
purchases are simulated and no payment provider is integrated.
Code answers are matched heuristically and not run in a
sandbox, so correct but unconventional solutions may be
misgraded. Mentor availability is not modelled, and booking
does not check for conflicts or past dates. The daily riddle credit
check is not protected by a single transaction, so simultaneous
requests could exceed the daily limit. Reviews are not restricted
to completed sessions or to one per session. Uploaded files are
stored locally and are publicly accessible, and the chat and
study-assistant routes do not enforce session membership.
Matching accuracy at scale and the long-term effect of the
credit system can only be assessed once real user data is
available.

V. CONCLUSION AND FUTURE WORK

NeuroVerse is a prototype peer-to-peer learning and
mentorship platform that combines skill assessment, weighted
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mentor suggestion, credit-based session management, an Al
study assistant and communication tools in one application. The
prototype shows that skill-based matching, level-based
assessment and incentive-based engagement can work together
on a modern web stack of Next.js, PostgreSQL and the Gemini
APL

Future work will focus on making the platform ready for
production: a real payment gateway; sandboxed code execution
for assessments; enabling the validated Gemini assessment
generator; a mentor availability calendar with conflict and past-
date checks, cancellation and refunds; WebSocket messaging
and an embedded video interface; cloud file storage with
private links; session-level access control; unique reviews tied
to completed sessions; email verification, password reset and
login rate limiting; and automated unit and integration tests. On
the Al side, we plan sentiment analysis of feedback, learned
recommendations once enough usage data exists, and a user
study to evaluate matching quality and the credit system.

We thank our guide Mrs. V. Christy, Assistant Professor,
Department of CSE (Al & ML), EPCET, Bengaluru, for her
guidance and support throughout the design and
development of this work.
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