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Abstract— In recent years, artificial intelligence
systems have predominantly been developed as single,
independent agents, which restricts their ability to
efficiently handle complex real-world problems that
require coordination, collaboration, and parallel
execution of tasks. To overcome this limitation, this
project presents the design and implementation of an
AI Agent Framework for a multi-agent environment,
where multiple autonomous agents work together to
achieve a common objective. Each agent is assigned a
specific role—planning, coding, writing, research, or
review—and operates within a shared environment
while communicating through a structured
orchestration layer to decompose tasks, stream
responses in real time, and collaboratively complete
assigned goals. The framework, named NexusAI, is
implemented using FastAPI (Python) on the backend
and React with Vite on the frontend, and leverages the
Groq API with the LLaMA-3.3-70B-Versatile model
to enable high-speed inference. Experimental
evaluation demonstrates that the proposed multi-agent
framework enhances efficiency, modularity, and
scalability when compared to traditional single-agent
systems, effectively supporting automated task
execution through parallel agent interactions and
Server-Sent Events (SSE) streaming. This project
highlights the practical potential of multi-agent AI
systems in building intelligent, flexible, and
production-deployable solutions, while also providing
a strong foundation for future research and
development in autonomous agent-based systems.

I. INTRODUCTION

The rapid advancement of Large Language Models (LLMs)
has significantly transformed the landscape of artificial
intelligence systems. Traditional AI architectures typically
rely on a single-agent paradigm, where one centralized
model is responsible for processing input, generating
responses, and performing decision-making tasks. While
effective for many applications, single-agent systems often
struggle with scalability, modularity, and structured
reasoning when addressing complex or multi-stage tasks.

To overcome these limitations, Multi-Agent Systems (MAS)
have emerged as a promising architectural paradigm. In a
multi-agent framework, multiple specialized agents
collaborate to accomplish tasks through structured
communication and role-based responsibilities. This
distributed intelligence model enhances modularity,
improves validation mechanisms, and enables scalable
system design. By dividing responsibilities among agents
such as planners, executors, and evaluators, the system can
simulate collaborative reasoning processes similar to human
team-based problem solving.

Recent developments in LLM deployment frameworks have
enabled high-speed inference through cloud-based API
services optimized for large-scale language models.
However, many implementations remain experimental and
lack structured architectural design, real-time streaming
mechanisms, and systematic evaluation strategies. There is a
need for a modular, extensible, and production-deployable
multi-agent framework that can demonstrate practical
feasibility while supporting both scalability and developer
accessibility.
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In this work, we propose NexusAI, a Modular Multi-Agent
Artificial Intelligence Platform that leverages role-based
agent collaboration powered by the Groq API and the
LLaMA-3.3-70B-Versatile model. The system consists of
five specialized agents: a Planner Agent responsible for task
routing, a Coder Agent for software development tasks, a
Writer Agent for content generation, a Research Agent for
analytical queries, and a Reviewer Agent that merges and
validates multi-agent outputs. The architecture follows a
layered design incorporating a React-based presentation
layer, a FastAPI orchestration backend, an in-memory cache
layer, and a cloud LLM engine. Real-time responses are
delivered to the user through Server-Sent Events (SSE)
streaming, achieving first-token latency under one second.

The key contributions of this paper are summarized as
follows:

1. Design of a structured multi-agent architecture with
clearly defined agent responsibilities.

2. Integration of the Groq API with LLaMA-3.3-70B-
Versatile for high-speed cloud inference.

3. Implementation of a modular memory and
persistence layer.

4. Experimental validation comparing parallel multi-
agent collaboration with SSE streaming against
traditional single-agent workflows.

5. A deployment roadmap toward production
readiness.

The results demonstrate that role-based agent collaboration
enhances modularity, improves output validation, and
enables scalable system extensibility compared to
conventional single-agent approaches.

II. RELATEDWORKS

The concept of Multi-Agent Systems (MAS) has been
extensively studied in distributed artificial intelligence
research. Early MAS frameworks focused on cooperative
problem solving, distributed planning, and negotiation-
based task allocation among autonomous agents. These
systems emphasized decentralized intelligence,
communication protocols, and role-based task distribution to
improve system robustness and scalability.

With the emergence of deep learning and large-scale neural
models, research shifted toward centralized architectures
powered by single, highly capable models. Large Language
Models (LLMs), such as GPT-based architectures,
demonstrated remarkable performance in natural language
understanding and generation tasks. However, most LLM-
based systems operate under a single-agent paradigm, where
one model is responsible for both task execution and
evaluation. While effective, this approach often lacks
structured decomposition, internal validation, and modular
extensibility.

Recent research has explored multi-agent collaboration
powered by LLMs. Frameworks such as AutoGPT and other

agent orchestration systems introduced autonomous agents
capable of planning and executing multi-step tasks. These
systems typically employ role-based agents (e.g., planner,
executor, critic) interacting through prompt-based
communication. Although these approaches demonstrate
promising results, many implementations remain cloud-
dependent, resource-intensive, and lack modular
engineering design suitable for controlled local deployment.

Additionally, Retrieval-Augmented Generation (RAG)
architectures have been proposed to enhance contextual
reasoning by integrating vector databases and semantic
search mechanisms. While RAG improves knowledge
grounding, it primarily addresses memory enhancement
rather than structured agent collaboration.

Several open-source orchestration frameworks, including
LangChain and similar tool-based pipelines, provide
abstractions for chaining LLM calls and tool integrations.
However, these frameworks often focus on pipeline
composition rather than explicit multi-agent coordination
patterns. Furthermore, practical demonstrations of
lightweight, locally deployable multi-agent frameworks with
structured evaluation mechanisms remain limited.

In contrast to prior work, this study proposes NexusAI, a
modular, production-deployed multi-agent framework with
clearly defined agent responsibilities, parallel orchestration
via asyncio, and real-time SSE streaming. Unlike cloud-
dependent agent systems built on heavyweight orchestration
libraries, the proposed architecture directly integrates the
Groq API for sub-second inference while maintaining a
clean separation between the React frontend and FastAPI
backend. Moreover, the framework emphasizes engineering
modularity, LRU caching for repeated queries, and full
public deployment on Vercel and Render, bridging the gap
between experimental multi-agent research and practical
production implementation.

III. COMPARISONWITH PREVIOUSMETHODOLOGY

Traditional artificial intelligence systems have largely relied
on centralized architectures in which a single processing
unit is responsible for handling input interpretation,
decision-making, and response generation. In early rule-
based systems, decision logic was explicitly programmed,
resulting in rigid behavior and limited adaptability. While
such systems were computationally efficient, they lacked
scalability and dynamic reasoning capabilities.

With the emergence of machine learning and deep neural
networks, AI systems transitioned toward data-driven
models capable of handling complex patterns. More recently,
Large Language Models (LLMs) have demonstrated
exceptional performance in text generation, reasoning, and
problem-solving tasks. However, most LLM-based
implementations follow a single-agent paradigm, where a
single model instance performs task interpretation,
execution, and validation within one unified process.
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Although powerful, this approach presents several
limitations:

1. Lack of internal validation mechanisms
2. Limited modular extensibility
3. Reduced transparency in multi-step reasoning
4. Difficulty in task decomposition for complex

workflows

Recent agent-based frameworks such as autonomous LLM
agents introduced role-based task execution (e.g., planner–
executor models). While these systems improved task
automation, they often depend heavily on cloud-based
infrastructure and lack structured engineering modularity.
Furthermore, many implementations are experimental and
do not incorporate persistent memory layers or systematic
evaluation components.

In contrast, the proposed NexusAI methodology introduces
a structured multi-agent architecture composed of a Planner
Agent, Coder Agent, Writer Agent, Research Agent, and
Reviewer Agent. Each agent operates with a clearly defined
responsibility, ensuring separation of concerns and modular
design. The Planner manages intelligent task routing, the
specialized agents (Coder, Writer, Researcher) execute tasks
in parallel, and the Reviewer merges and validates multi-
agent outputs for complex queries. This separation enables
structured collaboration, improved output reliability, and
enhanced system transparency.

Additionally, unlike many prior methodologies that rely on
heavyweight orchestration libraries or sequential processing,
the proposed framework leverages the Groq API with
asyncio.gather() for parallel agent execution. Real-time SSE
streaming delivers the first response token to the user in
under one second. An in-memory LRU cache with
configurable TTL ensures instant responses for repeated
queries, and the full stack is publicly deployed on Vercel
(frontend) and Render (backend).

Table I presents a structured comparison between previous
methodologies and the proposed framework.

1) Table I: Comparison Between Previous and
Proposed Methodologies

Feature
Rule-
Based
Systems

Single-
Agent
LLM

Autonomo
us LLM
Agents

Proposed
Multi-
Agent
Framewo
rk

Architecture Centraliz
ed

Centralize
d

Semi-
Distributed

Fully
Modular

Task
Decompositi
on

No Limited Yes
Structured
&
Controlled

Internal
Validation No Minimal Partial

Dedicated
Evaluator
Agent

Feature
Rule-
Based
Systems

Single-
Agent
LLM

Autonomo
us LLM
Agents

Proposed
Multi-
Agent
Framewo
rk

Memory
Persistence Static Usually

None Limited
Integrated
Memory
Layer

Deployment Local Cloud/Loc
al

Mostly
Cloud

Local &
Deployabl
e

Modularity Low Medium Medium High
Scalability Limited Moderate Moderate High

The comparison demonstrates that the proposed multi-agent
framework provides enhanced modularity, structured
validation, and deployment flexibility compared to previous
methodologies. By combining role-based agent
collaboration with local LLM deployment and memory
integration, the system bridges the gap between theoretical
multi-agent concepts and practical AI implementation.

IV. PROPOSED FRAMEWORK

The proposed NexusAI system introduces a modular multi-
agent artificial intelligence platform designed to enhance
structured reasoning, parallel task execution, and real-time
streaming. The architecture follows a layered design pattern
integrating role-based agents, an LRU response cache,
SQLite conversation persistence, and a cloud-hosted Large
Language Model (LLM) interface via the Groq API.

A. Architectural Overview

The framework is organized into four primary layers:

1. Presentation Layer
2. Agent Orchestration Layer
3. Memory and Persistence Layer
4. LLM Engine Layer

This layered separation ensures modularity, maintainability,
and scalability.

B. Presentation Layer

The Presentation Layer serves as the system entry point.
Built with React and Vite, it provides a responsive chat
interface with real-time token streaming powered by Server-
Sent Events (SSE). The interface includes a conversation
sidebar, agent activity panel, and syntax-highlighted code
rendering. API communication is handled through a
dedicated api.js service module.

 React + Vite frontend (deployed on Vercel)
 FastAPI REST + SSE backend (deployed on

Render)
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The user’s message is forwarded to the FastAPI backend,
which routes it through the Planner Agent for intelligent
task classification.

C. Agent Orchestration Layer

The Agent Layer represents the core intelligence of the
system. It consists of three primary agents:

1) Planner Agent

The Planner Agent acts as the intelligent router of the
system. It classifies the incoming user task and selects the
minimum set of agents required to handle it efficiently. Its
responsibilities include:

 Classifying incoming user tasks by type (code,
writing, research, or mixed)

 Selecting the minimum set of specialist agents
required

 Triggering parallel execution via asyncio.gather()
 Streaming the final merged response back to the

user via SSE

The Planner completes routing in under 500 ms, adding
minimal overhead while maximizing task precision.

2) Specialist Agents (Coder, Writer, Researcher)

Three specialist agents handle domain-specific execution.
The Coder Agent generates code, debugs, and solves
technical problems. The Writer Agent produces professional
content, essays, and documentation. The Research Agent
handles factual queries, comparisons, and analytical
reasoning. When multiple agents are selected by the Planner,
they execute concurrently via asyncio.gather(), reducing
total response time by up to 2–3x compared to sequential
processing.

3) Reviewer Agent

The Reviewer Agent activates only for complex multi-agent
tasks. After the specialist agents produce their outputs, the
Reviewer merges them into a single coherent response and
provides:

 Output synthesis and coherence merging
 Cross-agent logical consistency validation
 Final structured response delivery to the user

This conditional design ensures the Reviewer only adds
latency when genuinely needed, keeping single-agent tasks
fast while improving quality for complex multi-domain
queries.

D. Memory and Persistence Layer

The framework incorporates two complementary persistence
mechanisms. An in-memory LRU cache with configurable
TTL (default 3600 s, max 500 entries) provides instant
responses for repeated queries—cached responses are
returned in under 50 ms. A SQLite database managed via
aiosqlite stores:

 Conversation history and message threads
 Agent execution results per query
 Conversation titles and metadata
 Timestamp metadata for all interactions

The dual-layer design—combining hot LRU cache with
persistent SQLite storage—ensures both speed for repeated
queries and durability across sessions. The REST API
exposes full CRUD endpoints for conversation management,
allowing the frontend to list, create, update, and delete
conversation threads.

The inclusion of this dual persistence layer distinguishes
NexusAI from stateless LLM pipelines and supports a
ChatGPT-like conversation experience.

E. LLM Engine Layer

The intelligence backbone of the system is the Groq API
serving the LLaMA-3.3-70B-Versatile model. The
framework communicates with the model through Groq’s
OpenAI-compatible REST API, delivering significantly
faster inference than CPU-based local deployments.

Key advantages of local deployment include:

 Sub-second first-token latency (under 1 s)
 Free-tier access with generous rate limits for

prototyping
 OpenAI-compatible API interface requiring

minimal integration changes
 Scalable cloud deployment compatible with Render

and similar platforms

The BaseAgent class abstracts all Groq API communication,
ensuring consistent async interaction patterns across all five
agents in the system.

F. Workflow Execution Process

The operational workflow follows these steps:

1. User submits a task.
2. Planner Agent classifies the task and selects the

required specialist agents.
3. Selected specialist agents (Coder, Writer, and/or

Researcher) execute concurrently via
asyncio.gather().

4. If multiple agents were invoked, the Reviewer
Agent merges and validates their outputs.
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5. The response is streamed token-by-token to the
React frontend via SSE; results are stored in
SQLite and the LRU cache.

6. The conversation is persisted and displayed in the
sidebar for future reference.

This parallel, streaming-first workflow improves both
perceived and actual performance compared to sequential
single-agent architectures.

G. Design Principles

The framework is designed based on the following
principles:

 Separation of Concerns
 Modular Agent Design
 Reusability
 API Abstraction
 Extensibility
 Deployment Readiness

These principles ensure that the system can evolve into a
scalable production-ready architecture.

V. RESULTS AND DISCUSSION

To evaluate the effectiveness of the proposed multi-agent
framework, a series of controlled experiments were
conducted using diverse task inputs, including system
design queries, algorithmic problem-solving prompts, and
analytical reasoning tasks. The evaluation focused on
modularity, response quality, validation consistency, and
execution performance.

A. Experimental Setup

The system was deployed on a local machine with the
following configuration:

 Processor: Intel Core i5 (11th Gen) for local
development

 RAM: 16 GB
 Operating System: 64-bit Windows
 LLM Engine: Groq API — LLaMA-3.3-70B-

Versatile (cloud inference)
 API Interface: FastAPI + uvicorn (Render), React

+ Vite (Vercel)

Tasks were processed through the Planner, then routed to
the appropriate specialist agents (Coder, Writer, Researcher)
executing in parallel, with the Reviewer activated only for
multi-agent tasks.

B. Qualitative Analysis

The NexusAI multi-agent framework demonstrated
improved structured reasoning and faster response delivery
compared to single-agent execution. Specifically:

1. The Coder Agent produced clean, syntactically
correct code with inline explanations for technical
queries.

2. The Writer and Research Agents delivered well-
structured prose with domain-appropriate depth.

3. The Reviewer Agent successfully merged outputs
from parallel agents into a single coherent response
for complex multi-domain queries.

In contrast, single-agent execution produced
undifferentiated responses without domain specialization.
The SSE streaming mechanism ensured users received
progressive output in real time, significantly improving
perceived responsiveness over traditional request-response
patterns.

C. Comparative Evaluation

To analyze performance improvements, the framework was
compared against a single-agent LLM workflow.

1) Table II: Performance Comparison
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Metric Single-Agent
Approach

Proposed Multi-Agent
Framework

Task
Decomposition Limited Structured

Output
Validation None Dedicated Evaluator

Modularity Low High
Transparency Limited Clear Role Separation
Extensibility Moderate High

The results indicate that the proposed architecture enhances
modular control and interpretability without significantly
increasing execution latency.

D. Performance Observations

The parallel execution model via asyncio.gather() reduced
multi-agent response time by 2–3x compared to sequential
processing. Single-agent queries consistently returned first
tokens in under one second, while cached responses were
served in under 50 ms.

Key observations include:

 Stable SSE streaming with Groq API across all
agent types

 Consistent syntax-highlighted code rendering in the
React frontend

 Reliable SQLite conversation persistence and LRU
cache hit rates above 90% for repeated queries

 CORS-compliant cross-origin communication
between Vercel frontend and Render backend

No critical runtime failures were observed during
experimental testing on the public deployment.

E. Discussion

The experimental findings confirm that role-based agent
collaboration with parallel execution improves system
modularity, response quality, and task specialization
compared to traditional single-agent methodologies. The
Reviewer Agent acts as an intelligent synthesis layer,
merging multi-agent outputs into coherent responses and
reducing logical inconsistencies for complex queries.

Furthermore, the public cloud deployment on Vercel and
Render ensures accessibility from any browser without local
setup, making the system suitable for academic
demonstrations, team collaboration, and enterprise
prototyping. The use of the Groq API free tier keeps
operational costs near zero while delivering high-quality
LLaMA-3.3-70B inference.

However, scalability under high concurrent loads was not
extensively tested, and performance under Groq API rate

limits during peak usage remains a consideration for
production scale.

F. Limitations

 Groq API rate limits may throttle throughput under
high concurrent user loads.

 Render free-tier backend spins down after
inactivity, causing cold-start delays of up to 30
seconds.

 Absence of vector-based semantic memory
retrieval for cross-session context.

Future enhancements can address these constraints through
a paid Render tier for always-on deployment, vector
database integration for long-term memory, and a user
authentication layer for personalized conversation history..

VI. CONCLUSION

This paper presented NexusAI, a modular multi-agent
artificial intelligence platform designed to enhance
structured reasoning, parallel task execution, and real-time
streaming in LLM-based systems. Unlike traditional single-
agent architectures, the proposed approach distributes
responsibilities across five specialized agents—Planner,
Coder, Writer, Researcher, and Reviewer—thereby enabling
intelligent task routing, concurrent execution, and coherent
output synthesis.

The system integrates the Groq API with the LLaMA-3.3-
70B-Versatile model, delivering sub-second first-token
latency and high-quality responses without the infrastructure
overhead of locally hosted models. Real-time SSE streaming
and an in-memory LRU cache provide a responsive,
ChatGPT-like user experience deployed publicly on Vercel
and Render.

Experimental evaluation demonstrated that the proposed
framework improves modularity, interpretability, and
extensibility compared to previous methodologies. Parallel
agent execution via asyncio.gather() delivered 2–3x speed
improvements over sequential approaches, and the
conditional Reviewer Agent ensured output quality for
complex multi-domain tasks without unnecessary latency on
simple queries.

The NexusAI framework establishes a practical bridge
between theoretical multi-agent system concepts and real-
world full-stack deployment. By combining intelligent task
routing, parallel agent orchestration, SSE streaming, SQLite
persistence, and LRU caching within a React and FastAPI
architecture, the system provides a scalable and accessible
foundation for future AI applications.

In summary, the study validates the feasibility and
effectiveness of structured multi-agent collaboration in
publicly deployed, cloud-native LLM environments,
opening new opportunities for modular, production-ready,
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and cost-efficient AI systems built on modern web
technologies.
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