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Abstract—This paper focuses on the classification of
exoplanet candidates from NASA's Kepler Objects of Interest
(KOI) dataset using machine learning. Live data was retrieved
directly from the NASA Exoplanet Archive using the
astroquery library. After filtering out entries without
disposition labels, a binary classification label was created: 1
for CONFIRMED planets and 0 for all other dispositions. The
dataset was preprocessed by selecting only numeric features
and imputing missing values using mean or median strategies.
Two machine learning models were implemented: a Random
Forest Classifier and a Logistic Regression model. The
Random Forest was additionally optimized using
GridSearchCV. Both models were trained and evaluated on an
80:20 train-test split. The Random Forest model initially
achieved a test accuracy of approximately 94.2%, while
Logistic Regression achieved around 84.2%. After proper
preprocessing and imputation alignment, both models showed
performance improvement, with final test accuracies nearing
99%. SHAP (SHapley Additive exPlanations) was used to
interpret feature importance, with koi_period (orbital period)
among the top contributors to classification decisions.
Comparative evaluation using metrics such as F1-score, ROC
AUC, and confusion matrices confirmed that both models
performed well in distinguishing confirmed exoplanets from
false positives or candidates.

Keywords—Exoplanet Detection, Transit, Light Curve,
Kepler Space Telescope, Classification, Machine Learning.

I. INTRODUCTION

The identification and classification of exoplanets have
become increasingly data-intensive tasks, particularly with
large-scale missions like NASA’s Kepler. The Kepler
Objects of Interest (KOI) dataset, provided by the NASA
Exoplanet Archive, contains thousands of planetary
candidates along with astrophysical and instrumental
features. This project aims to build a machine learning
pipeline capable of distinguishing between confirmed
exoplanets and other KOIs such as false positives or
unconfirmed candidates.

The data used in this study was obtained live from the
NASA Exoplanet Archive using the astroquery library.

After retrieving the full KOI cumulative table, the dataset
was filtered to exclude entries without disposition labels. A
binary classification problem was formulated by labeling
confirmed planets as 1 and all others as 0. The dataset,
which contains both astrophysical measurements and
observational metadata, was preprocessed to retain only
numeric features. Missing values were handled through
median or mean imputation strategies.

Two classification models were trained and evaluated: a
Random Forest Classifier and a Logistic Regression model.
Feature selection and model evaluation were performed
using metrics including accuracy, F1-score, ROC AUC, and
confusion matrix. To interpret model behavior, SHAP
(Shapley Additive explanations) values were computed,
identifying features like koi_period (orbital period) as
influential in model decisions. The objective of this work is
to develop a reliable, interpretable model for exoplanet
confirmation using machine learning on publicly available
space mission data

II. LITERATURE REVIEW

The traditional reliance on VESPA, a tool that statistically
evaluates how likely a signal from space is a false positive
(FP) rather than a real exoplanet. While VESPA has been
useful, depending on a single method creates risks and
limitations. To solve this, the authors introduce a machine
learning model—specifically, a Gaussian Process Classifier
(GPC)—to evaluate whether a candidate is an actual planet.
Tested on NASA’s Kepler mission data, the GPC model
showed high performance (mean log-loss of 0.54) and was
able to process thousands of planet candidates efficiently.
The method also proved adaptable to newer space missions
like TESS, which produce a large volume of data that needs
quick validation. Additionally, the study successfully
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validated 50 new planetary candidates, highlighting that a
combination of validation techniques, not just one, is critical
for reliability[1]. This tackles the inefficiencies in traditional
detection techniques like microlensing and direct imaging,
which are slow and resource-intensive.

The authors turn to supervised machine learning, applying
algorithms like decision trees, random forests, naïve Bayes,
and neural networks to classify planetary candidates using
Kepler data. The models achieved up to 99.79% accuracy in
distinguishing among three types of planetary statuses. They
also used unsupervised learning (k-means clustering) to
group confirmed exoplanets based on shared characteristics,
providing insights into planet categorization. The study
proves that machine learning offers an efficient, accurate,
and less computationally demanding method to detect and
understand exoplanets [2]. A deep learning system using
Convolutional Neural Networks (CNNs) to detect
exoplanetary transits—dips in star brightness caused by a
planet passing in front. Their innovation lies in training the
model with a mix of real and synthetic data. By adjusting
the ratio between these data types, they optimized the
model's sensitivity and performance. The results showed
significant gains in accuracy, precision, and true positive
rate. This confirmed that synthetic data, when carefully
balanced, can enhance the detection ability of deep learning
models analyzing light curves [3]. A comprehensive guide
to traditional exoplanet detection methods. It covers key
techniques like radial velocity, transits, astrometry,
microlensing, and direct imaging, explaining how each
method works, what kinds of data it captures and which
properties of stars or planets can be deduced. The authors
also explore the experimental requirements of each method
and how well they work for different types of planetary
systems. Finally, the chapter includes a historical overview,
tracing the journey of exoplanet discovery from early
findings to advanced surveys looking for Earth-like planets
[4]. Explore the integration of machine learning with
traditional detection methods. Fischer and colleagues give a
comprehensive overview of five main detection
methods—highlighting their individual strengths and
limitations—while advocating for a multi-technique
approach in future missions. Malik and his team build on
this by applying a gradient boosting algorithm (LightGBM)
to features extracted from light curves using the TSFRESH
library. Their method, tested on both Kepler and TESS
datasets, achieves high AUC and recall scores and requires
minimal preprocessing, demonstrating both accuracy and
efficiency [5,6]. Bayesian statistical models and MCMC
algorithms to analyze light curves and stellar data. Out of 67
candidate signals, only 13 were determined to be promising
enough for follow-up. This suggests that smart filtering can
improve the ratio of real exoplanet discoveries. Schanche et
al. focused on automating transit detection using both

Random Forests and Convolutional Neural Networks
(CNNs). Although each model alone had some errors,
combining them significantly improved accuracy (about
90%). This dual-model system supports the idea that
ensemble methods offer more reliable results when
analyzing large volumes of survey data [7,10]. A new deep
learning method using two-dimensional CNNs, which treat
the light curve data like images. They tested five model
variations, some of which used a technique called
"folding"—a way of aligning repeated planetary signals to
enhance detection. Their results showed that CNNs with
folding outperformed all other models in terms of accuracy
and completeness. This method holds great promise for
future use in large-scale missions using the Kepler dataset
[8]. Focus on feature selection and machine learning
optimization to improve exoplanet identification. Using the
Kepler Cumulative Object of Interest (KCOI) dataset, they
applied multiple feature selection techniques: ANOVA
F-test, Mutual Information Gain, and Recursive Feature
Elimination (RFE). Then, they trained 10 different machine
learning classifiers and found that the CatBoost classifier,
when used with features selected by RFE and Random
Forest, achieved 99.61% accuracy. This proves that
choosing the right features is just as important as choosing
the right model in planetary data analysis [9].

III. MACHINE LEARNING APPROACHES

We briefly describe the model and methods used in this
work.

A. Logistic Regression
A Logistic Regression model was also trained for

comparison. The model was implemented using
LogisticRegression from scikit-learn, with an increased
number of iterations (max_iter=1000 or 5000) to ensure
convergence. Input features were scaled using
StandardScaler, and missing numeric values were imputed
using the mean strategy. Logistic Regression provided a
linear baseline model for evaluating performance against the
Random Forest.

B. Random Forest Classifier

A Random Forest model was implemented using
scikit-learn and later optimized with GridSearchCV by
tuning parameters such as n_estimators, max_depth,
min_samples_split, and min_samples_leaf. The tuned model
achieved high classification accuracy. Feature importances
were extracted to identify the most influential variables. To
enhance interpretability, SHAP (Shapley Additive
explanations) values were used to explain how individual
features contributed to each prediction, offering detailed
insights into the model’s decision-making process.
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IV. PROPOSED METHODOLOGY

The methodology begins by retrieving the KOI (Kepler
Object of Interest) cumulative dataset directly from the
NASA Exoplanet Archive using the astroquery library. The
dataset is converted into a pandas DataFrame for processing.
Entries without a disposition value are removed, and a
binary label is created where CONFIRMED planets are
labeled as 1 and all others as 0.

Next, non-numeric and identifier columns such as
kepoi_name, kepler_name, and koi_disposition are dropped.
Only numeric features are retained, and missing values are
imputed using either the median or mean strategy,
depending on the preprocessing block. The data is then split
into training and testing sets using an 80:20 ratio with
stratification to preserve class distribution.

Two machine learning models are trained: a Random Forest
Classifier and a Logistic Regression model. The Random
Forest model is initially trained with default parameters and
later optimized using GridSearchCV over a defined
hyperparameter grid. Logistic Regression is trained using
scaled data with increased iteration limits to ensure
convergence. Model performance is evaluated using
accuracy, F1-score, ROC AUC, confusion matrix, and
classification reports.

Additionally, SHAP values are computed using the
TreeExplainer for the Random Forest model to interpret
feature contributions. A SHAP summary plot is generated to
visualize the most impactful features, with koi_period
identified as a key contributor. Finally, both models are
compared based on performance metrics on the same test
set..

V. RESULT AND DISCUSSION

The machine learning models were evaluated on a held-out
test set comprising 20% of the KOI dataset. The initial
Random Forest Classifier achieved a test accuracy of 94.2%,
with a confusion matrix showing 1327 true negatives, 476
true positives, 37 false positives, and 73 false negatives.
The classification report showed a precision of
0.93 and recall of 0.87 for the confirmed class (label 1),
indicating strong performance in identifying confirmed
exoplanets.

The Logistic Regression model initially achieved a test
accuracy of approximately 84.2%. Its classification report
indicated a lower precision and F1-score for the confirmed
class compared to the Random Forest model, reflecting
reduced predictive power in its default configuration. After
further preprocessing—specifically, imputing missing
values, selecting numeric features, scaling the data, and
increasing the maximum number of iterations—the
performance of Logistic Regression improved significantly.

Both models were then re-evaluated using aligned
preprocessing steps. The final Random Forest model
achieved an accuracy of 99.13%, F1-score of 0.988, and
ROC AUC of 0.999. The final Logistic Regression model
reached a similar accuracy of 99.07%, F1-score of 0.987,

and ROC AUC of 0.998. These results suggest that both
models were highly effective after consistent preprocessing.

Feature importance analysis using SHAP revealed that
koi_period played a significant role in classification
decisions. The SHAP summary plot showed that shorter
orbital periods tended to increase the likelihood of an object
being classified as a confirmed planet. This aligns with
known patterns in the KOI dataset, where shorter-period
planets are generally more detectable and easier to confirm.

Overall, the Random Forest model demonstrated strong and
stable performance across different preprocessing stages.
Logistic Regression, although initially less accurate,
performed comparably after scaling and parameter
adjustment. The inclusion of SHAP explainability enhanced
model transparency, providing insight into the most
influential features driving predictions.

TABLE I. RESULTS

Accuracy ROC AUC F1-score

Logistic
Regression

0.9907 0.9988 0.9876

Random
Forest
Classifier

0.9914 0.9994 0.9884

Table 1 illustrates the performance of the machine learning
model, detailing metrics such as Accuracy, recall, F1-score,
and precision.

Figure 1: SHAP Summary Plot (Beeswarm Plot)

Figure 1. SHAP summary plot showing the impact of each
feature on model output (Random Forest). It visually
explains feature importance and its impact on predictions.
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Figure 2: ROC Curve

Figure 2. Receiver Operating Characteristic (ROC) curve
for the Random Forest model.A visual representation of the
model’s ability to distinguish between confirmed and
non-confirmed planets.

Figure 3: Precision-Recall Curve

Figure 3. Precision-Recall curve shows model performance
concerning class imbalance. Helps visualize the trade-off
between precision and recall.

Figure 3: Random Forest Confusion Matrix

Figure 4: Logistic Regression Confusion Matrix

Figures 3 and 4 demonstrate strong classification
performance, with a high number of true positives and true
negatives, indicating accurate distinction between exoplanet
candidates and non-candidates.

VI. CONCLUSION

In this project, we developed and compared two machine
learning models—Random Forest and Logistic
Regression—to classify the given dataset. Data
preprocessing included identifying numeric features,
imputing missing values using the mean strategy, and
ensuring alignment between training and testing datasets.
The Random Forest model achieved higher performance
metrics with an accuracy of approximately 99%, an F1 score
of 0.988, and an ROC AUC of 0.999. Logistic Regression,
after improved preprocessing, also performed comparably
with similar metrics. These results demonstrate that careful
data cleaning and imputation significantly improve model
performance. The Random Forest model showed superior
classification ability on this dataset, making it a reliable
choice for this prediction task.
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